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Abstract. The proliferation of smart grids has led to an abundance of unlabeled residential electricity
consumption time series data, which contains rich user behavior information. However, traditional profiling
methods struggle to capture its inherent complexity. This paper proposes a novel deep self-supervised
learning framework, hereafter referred to as Electricity Mixture of Experts (EleMoE), based on a Mixture
of Experts (MoE) architecture for unsupervised profiling of residential electricity consumption behavior.
Our framework innovatively integrates various complementary time series deep learning models (including
MLP, LSTM, TCN, Transformer, and Mamba) as “experts.” These experts are trained via a self-supervised
task of time series reconstruction to learn deep embeddings of consumption patterns. The MoE architecture
enables the model to dynamically select or combine experts based on the characteristics of input segments,
thereby capturing the complexity and diversity of electricity consumption behavior more comprehensively
and robustly. After obtaining high-quality embeddings, we employ the K-Means algorithm for unsupervised
clustering. The optimal number of clusters is systematically determined using analytical techniques like the
Elbow and Silhouette methods, enhancing the objectivity of the profiling. Experimental results demonstrate
that our proposed framework exhibits superior performance. Through in-depth analysis of average load curves
and multi-dimensional radar charts, we successfully identify and explain various business-valuable residential
electricity consumption profiles. This research offers an efficient, automated, interpretable, and robust new
methodology for user behavior analysis in smart grids.

Keywords: residential electricity profiling, mixture of experts, deep self-supervised learning, time series
embedding, K-Means clustering, user profiling

1 Introduction

With the rapid advancements in smart meters and Internet of Things (IoT) technologies, power systems are
accumulating vast amounts of user electricity consumption time series data at an unprecedented scale. This
data serves as an invaluable resource for understanding user consumption habits, forecasting load demands,
optimizing grid operations, and providing personalized energy services. In-depth analysis of these complex and
dynamic consumption patterns, leading to the construction of accurate user profiles, holds strategic significance
for enhancing the intelligence of power systems and addressing the challenges of energy transition [1, 2].
Traditional user profiling methods, such as rule-based systems or shallow statistical models, face numerous
challenges when dealing with the increasingly large and highly complex electricity consumption time series data
[1, 2]. They often rely heavily on manual feature engineering and struggle to capture deep, non-linear temporal
dependencies and diverse behavioral patterns within the data. More importantly, in practical applications,
electricity consumption data with explicit labels (e.g., user types, behavior classifications) are extremely scarce,
making it difficult to generalize methods dependent on supervised learning [3]. Therefore, developing an
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advanced method capable of automatically learning and identifying user consumption patterns from unlabeled,
massive electricity data, thereby achieving unsupervised user profiling, has become a critical and urgent problem
in the field of smart grids.

In recent years, deep learning has demonstrated remarkable capabilities in processing sequence data,
particularly achieving significant breakthroughs in time series feature extraction [4, 5]. Through self-supervised
learning paradigms, deep models can learn meaningful, low-dimensional embeddings from the data itself
without explicit labels [5, 6]. These embeddings effectively abstract and represent complex time series patterns.
However, different deep learning architectures (such as Convolutional Networks, Recurrent Networks, Attention
Mechanisms, State Space Models, and even simple Multi-Layer Perceptrons) specialize in capturing different
characteristics of time series (local patterns, long-term dependencies, global correlations, non-linear mappings,
etc.) [7-12]. A single model may struggle to fully capture the entire diversity of user electricity consumption
behavior.

Addressing the aforementioned challenges, this study proposes and constructs a deep self-supervised learning
framework, which we term Electricity Mixture of Experts (EleMoE), based on a Mixture of Experts (MoE)
architecture, aiming to achieve unsupervised profiling of user electricity consumption data. Our core idea is
to integrate multiple advanced and complementary time series deep learning models (including Mamba [12],
Transformer [10], TCN [9], LSTM [7], and MLP [11]) as “experts” into the MoE framework [13]. These experts
are trained jointly on a self-supervised task of time series reconstruction to learn rich features of consumption
patterns [14]. This MoE design allows the model to dynamically utilize the most suitable expert or combination
of experts, based on the characteristics of the input consumption segment, to extract embeddings. This approach
enables a more comprehensive and robust capture of the complexity and diversity of user electricity consumption
behavior [13]. After obtaining high-quality embeddings, we utilize the K-Means algorithm to cluster these
embeddings, automatically discovering and forming distinct user electricity consumption profiles [15]. The
optimal number of clusters is determined through a robust analysis combining the Elbow Method and Silhouette
Scores [16], further enhancing the automation and objectivity of profile construction. Finally, through the
visualization of average daily curves and multi-dimensional radar charts, we intuitively present the learned user
profile distribution and provide in-depth interpretations of the consumption behavior patterns represented by each
profile.

The main contributions of this research include:

* Innovatively introducing the MoE architecture into time series self-supervised learning to capture
complex user electricity consumption patterns more comprehensively and robustly, effectively addressing
the limitations of single models in the electricity profiling task.

e Systematically comparing the performance of multiple advanced and complementary deep
learning experts (Mamba, Transformer, TCN, LSTM, MLP) within the MoE framework for electricity
consumption pattern embedding learning. This study analyzes the advantages of the MoE model over
single experts, providing empirical evidence for architectural selection in time series pattern recognition
[17].

e Constructing an end-to-end unsupervised user electricity consumption profiling framework,
achieving an automated process from raw unlabeled data to interpretable user profiles. The adaptive
determination of the number of clusters using analytical methods such as the Elbow and Silhouette
techniques significantly enhances the practicality of profile construction.

e Providing fine-grained insights into user electricity consumption behavior patterns for power
system operators through in-depth analysis of clustering results and visualization. This offers powerful
data-driven support for precise demand-side management, personalized electricity consumption strategy
formulation, and early detection of potential abnormal consumption behaviors.

This research aims to provide an efficient, automated, interpretable, and robust new method for user behavior

analysis and accurate profiling in the power sector, laying the foundation for refined operations and personalized
services in smart grids.

2 Related Work

This section reviews existing research related to user electricity consumption profiling, time series representation
learning, Mixture of Experts models, and cluster analysis. Advances in these areas lay the foundation for
constructing the unsupervised user electricity consumption profiling framework proposed in this study.
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2.1 User Electricity Consumption Profiling and Behavior Analysis

User electricity consumption profiling is a critical research area in smart grids, aiming to identify and classify
diverse user electricity consumption patterns. Traditional methods typically rely on manual feature engineering
and statistical analysis. For instance, early studies analyzed the shape features of daily load curves, such as peak-
to-valley ratio and average consumption, combined with traditional clustering algorithms like K-means [2, 15]
or hierarchical clustering [1] to segment users. While simple to operate, these methods often struggle to capture
deep, non-linear behavioral patterns when dealing with large-scale, high-dimensional electricity consumption
data containing complex temporal dependencies, and they are susceptible to noise and outliers [1, 3]. With the
surge in data volume due to the proliferation of smart meters and the increasing complexity and diversity of user
consumption patterns, there is a growing demand for automated, refined, and label-free user profiling techniques

[3].

2.2 Time Series Representation Learning

The goal of time series representation learning is to transform raw, high-dimensional time series data into low-
dimensional, compact, and semantically rich vector representations (i.e., embeddings) to facilitate subsequent
analysis tasks such as classification, forecasting, or clustering. Deep learning models have become mainstream
tools for time series representation learning due to their powerful feature extraction capabilities [4—6].

Multi-Layer Perceptron (MLP). As the most basic neural network structure, MLPs can directly learn features
from time series through multiple layers of non-linear transformations. Although they do not inherently possess
the advantage of capturing sequential dependencies in time series, by flattening time series into vectors or
combining local features, MLPs can still serve as effective feature extractors and non-linear mappers [11].

Recurrent Neural Networks (RNNs) and their Variants. Long Short-Term Memory (LSTM) [7] and
Gated Recurrent Unit (GRU) [8] models, through their gating mechanisms, effectively solve the vanishing or
exploding gradient problem of traditional RNNs. This enables them to capture long-term dependencies and
sequential patterns in time series, leading to widespread application in time series forecasting, classification, and
representation learning.

Convolutional Neural Networks (CNNs) and their Variants. Temporal Convolutional Networks (TCN) [9]
are CNN architectures specifically designed for time series data. They utilize causal convolutions to ensure
unidirectional information flow, dilated convolutions to effectively expand the receptive field, and residual
connections to stabilize training. This makes them outperform recurrent networks in many time series tasks,
especially excelling at capturing local patterns and features across different time scales.

Attention Mechanism and Transformer. The Transformer model, leveraging its core self-attention mechanism,
can compute dependencies between any positions in a sequence in parallel, thereby capturing global information
[10]. Although initially applied in Natural Language Processing, Transformer and its variants optimized for time
series characteristics have shown excellent performance in long sequence modeling and complex pattern capture,
becoming an important direction for time series representation learning.

State Space Models (SSMs) and Mamba. Mamba [12] is an emerging deep learning architecture that combines
the advantages of traditional State Space Models and deep learning. Through its Selective SSMs mechanism,
Mamba achieves linear complexity in long sequence modeling while effectively capturing global contextual
information. It has demonstrated comparable or even superior performance and computational efficiency to the
Transformer in multiple benchmarks, providing a powerful new tool for time series analysis.

For unsupervised representation learning, Autoencoders and their variants [14] are commonly used methods.
By reconstructing the input sequence, autoencoders force the encoder to learn the most representative and
discriminative features in the data. This study adopts time series reconstruction as a self-supervised task to train
the aforementioned deep learning models to obtain effective user electricity consumption embeddings.
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2.3 MoE Models

The MoE model is a powerful machine learning paradigm that combines the predictions of multiple “expert”
models by weighted summation, with a “gating network™ (or Router) dynamically determining each expert’s
contribution to the final output [13].

The advantage of MoE lies in its ability to increase model capacity and flexibility, allowing different experts
to specialize in learning patterns from different subtasks or sub-regions of the data. In the field of time series
analysis, given that time series data often contains diverse and heterogeneous underlying patterns, integrating
deep learning models with different characteristics (e.g., capturing local dependencies, global dependencies,
long-term memory) as experts into the MoE framework is expected to achieve a more comprehensive and robust
capture of these complex patterns [13]. Currently, applying MoE to self-supervised representation learning of
time series remains a promising direction for in-depth exploration.

2.4 Clustering Analysis and Profile Visualization

Clustering analysis is an important unsupervised learning technique that aims to group data points based on their
similarities. K-Means [15] is one of the most classic and widely used clustering algorithms due to its efficiency
and simplicity. Its core idea is to iteratively partition data into k clusters by minimizing the within-cluster sum of
squares. However, a primary challenge of K-Means is the need to pre-specify the number of clusters, k.

To address this challenge, several analytical methods have been proposed to guide the selection of an optimal
k. The Elbow Method analyzes the curve of inertia (within-cluster sum of squares) versus k, identifying the
“elbow” point where the marginal gain of adding more clusters diminishes. The k that yields the highest average
silhouette score is often considered optimal [16].

3 Methodology

This section details our end-to-end unsupervised learning framework for user electricity consumption
profiling. The core of the EleMoE framework lies in integrating the strengths of multiple deep learning models
through a MoE architecture for time series embedding learning, followed by clustering analysis using the
K-Means algorithm, with its optimal parameters determined by analytical methods. The entire process aims
to automatically extract meaningful features and discover inherent user behavior patterns from large-scale,
unlabeled electricity consumption data.

3.1 Time Series Data Preprocessing and Segmentation
To transform raw user electricity consumption time series data into a format suitable for deep learning models,

we adopt a sliding window segmentation followed by Z-score normalization. The detailed steps are formalized in
Algorithm 1.

Algorithm 1. Time series data preprocessing and segmentation

Require: Dataset containing raw electricity consumption time series files D =
{file 1, file 2, ..., file M}

Require: Window Length L, Stride S, Small constant ¢

Ensure: List of preprocessed time series segments S processed

Initialize S raw = []

Initialize S processed = []

for each file in D do
Load time series data T from file
for i from 0 to N-L step S do

Extract segment x = T[i : i+L]
Add x to S raw
end for
end for
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for each x in S raw do
Calculate mean p x = mean (x)

Calculate standard deviation o x = std(x)
Normalize segment x’ = (x - u x) / (o x + ¢)
Add x" to S processed
end for

return S processed

We load one-dimensional electricity consumption data from original .npy files. For each continuous time
series, we employ a Sliding Window method, defining a fixed sequence length (L) and a stride (S). By sliding
a window of length L with stride S across the original sequence, we generate a series of time series segments
xeR"(LxD,,) (in this study, D,, = 1 for univariate time series). This method enables the capture of local temporal
patterns from continuous data streams and provides sufficient training samples for the model.

Each extracted time series segment x undergoes Z-score normalization before being input into the model.

This is achieved by subtracting the segment’s mean g, and dividing by its standard deviation o, i.¢.:

X
X =—=

o . te

1)

where ¢ is a very small positive number (e.g., 10™*) used to prevent division by zero. This per-segment
normalization helps eliminate the influence of absolute value differences in electricity consumption among
different users or time periods, allowing the model to focus more on learning the relative shape and trend of
consumption patterns.

Each processed segment x’ has a shape of (L, 1), adapting to the (Batch_size, Sequence_length, Features)
input format typically expected by deep learning models. For multi-file datasets, we designed an efficient data
loader capable of integrating segments from different files to form a unified training data stream.

3.2 Self-Supervised Deep Embedding Learning with MoE Architecture

We train an MoE architecture via a self-supervised learning paradigm to extract high-quality feature embeddings
from electricity consumption time series segments. The core task is time series reconstruction: the MoE encoder
compresses the input consumption segment into a low-dimensional embedding vector e, while a corresponding
decoder attempts to reconstruct the original input segment from e. This unsupervised training approach allows
the model to learn the intrinsic features of consumption patterns from large-scale electricity data without manual
labeling.

Our MoE architecture consists of a Gating Network and multiple Expert Networks. An overview of the
integrated MoE-based embedding architecture is illustrated in Fig. 1.

Expert Networks. This study employs five different deep learning architectures as expert networks, each
specializing in capturing different characteristics of time series:

TimeSeriesMLPEmbedder: As a baseline model, MLP directly learns the non-linear mapping from input
segments to embedding vectors through multiple fully connected layers. The input segment x e R*! is first
flattened into a one-dimensional vector X, € R". Then, it undergoes a series of linear layers and non-linear
activation functions (e.g., ReLU).

R = X frar 5
" =ReLUA* "W +p®) @

The final output layer maps the last hidden layer to a d,,,,~dimensional embedding e, , c R . MLP is
capable of capturing static non-linear features.
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Fig. 1. Overview of MoE-based embedding architecture integrating MLP, LSTM, TCN, Transformer, and Mamba

TimeSeriesLSTMEmbedder: LSTM is a recurrent neural network particularly suited for capturing
sequential dependencies and long-term patterns in time series. We adopt a bidirectional LSTM, making it able
to simultaneously utilize past and future information. The input x'e R passes through bidirectional LSTM

layers. At each time step £, LSTM computes forward hidden states /, and backward hidden states .

(E’E;) =LSTM ... (x;’(aﬁa:))

A _ 3)
(ht 4 Ct ) = LSTMbm‘kward (xt ’ (ht+l 7Ct+] ))
Concatenating the forward and backward hidden states yields the bidirectional output H, s, € R |
H gy [t]z[hr;hj 4)

Finally, an adaptive average pooling and projection layer yields the embedding e, g;,, € R .
TimeSeriesTCNEmbedder: TCN utilizes Causal Convolutions and Dilated Convolutions to capture local
patterns at different time scales. The input x'e R is first transposed to fit the convolutional layer’s (Batch_size,

Features, Sequence length) format. TCN is stacked with multiple TemporalBlock layers, each containing two
dilated causal convolutional layers with weight normalization and residual connections. For an input feature map

Fe R%**, a dilated causal convolution layer outputs Ye R«*" :
K-1
Y[i]=2 w; - Fli-d-j] ®)
=0

where K is the kernel size, d is the dilation rate. Residual connections ensure stable information flow:
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F = ReLU(Conv2 (ReLU(Conv] (F)))) + Downsample(F) (6)

out

After multiple TCN blocks, the final output is Hy.y € R%** which is then passed through adaptive average

pooling and a projection layer to obtain the embedding e;cy € R .

Property 1 (Exponential Receptive Field Expansion): For a TCN network composed of N Dilated Causal
Convolutional layers with a kernel size k and exponentially increasing dilation rates d, = 2' (where i € {0, I, ...,
N-1}), the receptive field R strictly covers an exponentially large sequence.

Proof: The effective length added by the i-th dilated convolution layer to the receptive field is (k—1)d,.
Therefore, the total receptive field R after N layers is:

N-1

R:1+§(k—1ﬂi:1+(k—l)zzi (7)

Using the formula for the sum of a geometric series:
R=1+ (k1) (2"-1) 8)

Conclusion: This derivation guarantees that the maximum time scale the TCN expert can capture grows
exponentially with the network depth N. It formally ensures that both short-term fluctuations and long-term
consumption trends fall within the model’s receptive field.

TimeSeriesTransformerEmbedder: The Transformer model leverages Multi-Head Self-Attention to
capture global dependencies between any positions in a sequence. The input x'e R*" is first linearly projected
to d,,q, dimensions. Then, the input sequence passes through N,,,,, Transformer encoder layers. Each encoder
layer consists of MHSA and a Feed-Forward Network (FFN), complemented by residual connections and layer
normalization. Notably, to preserve sequential order information, Positional Encoding is added to the input

embeddings. For an encoder layer’s input Z e R

Zym = MHSA (Z + PositionalEncoding)
'= LayerNorm (Z + Z,,,) 9)
Z" = LayerNorm (Z' + FFN(Z"))

After the encoder stack, the final output is H,,,, € R**“«  which is then passed through adaptive average

pooling and a projection layer to obtain the embedding e;,,,, € R .

Theorem 1 (Permutation Equivariance of Self-Attention): Let X € R”” be the input sequence matrix.
Without positional encoding, the self-attention operation SA(X) is permutation equivariant, meaning that for any
permutation matrix P € {0, 11", SA(PX) = P - SA(X).

Proof: The standard self-attention mechanism is defined as SA(X) = softmax(XW,, XWHHXW,.

Applying the permutation matrix P to the input X:

SA(PX) = softmax (PXW(PXW) \PXW,

SA(PX) = softmax (P (XW,W, X' \P"\PXW, (10)

Since the softmax function is applied row-wise, it commutes with the permutation matrix, i.e., softmax (PAP") =
Psoftmax (4)P" . Thus:
SA(PX) = Psoftmax (XW, W X")P' PXW, (1)

Given that P is orthogonal (P'P = I), we have:
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SA(PX) = Psoftmax (XW, W,/ X') XW,= P - SA(X) (12)

Conclusion: This mathematically guarantees that without the explicit addition of positional encodings,
the Transformer cannot distinguish the temporal order of the electricity consumption sequence, justifying its
necessity in our embedding architecture.

TimeSeriesMambaEmbedder: The Mamba model combines the efficiency of State Space Models
(SSMs) with the global receptive field of Transformers. It achieves linear complexity long-sequence modeling
through Selective State Space Models (Selective SSMs). The input x’ € R*' is similarly linearly projected to
d,,,44 dimensions, then fed into N, Mamba blocks. The core of each Mamba block is selective parameters
dynamically generated based on the input, used to modulate the recursive operations of the SSM. A simplified
Mamba block can be summarized as:

yt = Ctht+Dtxt

b= A+ B, 19

where 4,, B,, C, are dynamically changing dependent on the input x,.
After sequential processing by Mamba blocks, the final output is H,,,,,, € R"“* which is then passed

through adaptive average pooling and a projection layer to obtain the embedding e, ., € R

Gating Network and MoE Combination. The gating network is responsible for dynamically assigning weights
to different experts for each input time series segment. We adopt a sparse MoE design, where each input segment
is primarily processed by a few (K) experts, thereby enhancing computational efficiency.

The gating network receives a simplified representation of the original time series segment (e.g., through a
small linear layer or a shallow MLP), then outputs a probability distribution over expert activations through a
linear layer and a Softmax function:

g (x') = softmax (Linear (FeatureExtractor (x'))) (14)

where g(x’) € R is a probability vector, and N, is the number of experts.
To achieve sparsity, we use a Top-K mechanism, selecting only the K experts with the highest probabilities for
computation. The final MoE embedding e, is a weighted sum of the outputs from these K selected experts:

e = D, &(¥)e(x) (15)

jeTopK(g(x'))

where ¢/(x") is the embedding extracted by the j-th expert for input x', and g(x") is the weight assigned by the
gating network.

During training, in addition to the reconstruction loss, we introduce a Load Balancing Loss to encourage the
gating network to distribute tasks evenly among all experts, preventing some experts from being overused or
entirely idle, ensuring all experts are adequately trained.

Decoder: All MoE encoders are paired with a shared decoder. The decoder is a simple Multi-Layer Perceptron
network that receives the d,,,,-dimensional MoE embedding e,,,, and expands it back to L dimensions to

reconstruct the original input segment x’ € R The total training loss function is:

oo
L/mal = LMSE ('x > X )+ a- LLoadBalance (16)

where L, is the Mean Squared Error, and « is the weight coefficient for the load balancing loss. We use the
Adam optimizer to jointly train the gating network, all expert encoders, and the decoder.
Theorem 2 (Minimization of Load Balancing Loss): Let £ be the total number of experts. For a batch of

B sequences, let f; = %Zf:]]l (expert i is selected for x;) be the fraction of sequences routed to expert i, and p, =

1 . e .
EZ;H Gi(xj) be the mean gating probability for expert i. We define the load balancing loss as:
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E
Lbalam‘e = EZ f;pz (17)
i=1

This loss mathematically guarantees uniform expert utilization by achieving its minimum solely when routing
is uniform.

Proof: Treating f'and p as probability distributions where z; f;=1 and z; p, =1, by the Cauchy-Schwarz

inequality, the dot product )’ f;p; is minimized when the two vectors are uniform, given they are constrained to

. .. . 1
sum to 1. Specifically, the minimum bound is reached when f; = p; = z for all i:

(1 1 1
Lbalance :EZ(EEJ = EEFZI (18)

i=1

Conclusion: Any deviation from a uniform distribution across the E experts will result in L,,,,.. > 1.
Therefore, optimizing this objective logically guarantees that the gating network will avoid representation
collapse (where only a few experts are active).

3.3 User Profiling via K-Means Clustering and k-Value Selection

After training the MoE encoder in a self-supervised manner and extracting the embedding vectors of all daily
electricity segments, we applied the classic K-Means algorithm to the high-dimensional embeddings in order to
automatically identify groups of users with similar consumption behaviors.

K-Means Clustering Algorithm. K-Means is an iterative, partition-based clustering method whose objective
is to assign N data points to k& clusters such that the within-cluster sum of squared distances to the centroids is
minimized. The objective function (also known as within-cluster sum of squares, or inertia) is given by:

k
argmsinZ:Z:|x—,u,.|2 19)

i=1 xeS;

where S is the set of data points assigned to cluster 7, and g; is the centroid of cluster i. Through alternating
updates of data point assignments and centroid recalculation, K-Means converges to & compact and well-
separated clusters. Each resulting cluster is interpreted as a unique user electricity profile.

Theorem 3 (Convergence of the K-Means Algorithm): The alternating optimization steps of the K-Means
algorithm guarantee a monotonic decrease of the objective function J, ensuring convergence to a local optimum.

2
Proof: The objective functionis /=Y > |x— x| . The algorithm consists of two steps:
1. Assignment Step: Fix centroids z,, and update clusters C, by assigning each x to the nearest centroid. By
definition, selecting rr}lin|x - /1,(|z ensures that J does not increase.

2. Update Step: Fix clusters C,, and minimize J with respect to x,. Since J is a sum of convex quadratic
functions, we set the partial derivative to zero:

oJ 1
a;l'lk XEZC;C (x lle ) = ’le |Ck xezc:k ¥ (20)

This shows that updating the centroid to the cluster mean is the exact closed-form solution that mathematically
minimizes J for a given assignment.

Conclusion: Because J monotonically decreases at each step and is bounded below by 0, the algorithm is
mathematically guaranteed to converge. This provides a rigorous justification for adopting K-Means to identify
stable user profiles.
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Optimal k& Selection. A prerequisite of K-Means is the specification of the cluster number & in advance. To
select an appropriate k that best reflects the intrinsic structure of the data, we employed two complementary and
widely accepted evaluation strategies:

Elbow Method: We computed the inertia values for & € [2, 15] and plotted the resulting curve. In general,
inertia decreases monotonically as & increases. The optimal £ is identified as the “elbow” point—where the curve
transitions from a sharp to a more gradual decline—representing a trade-off between model complexity and fit
quality.

Silhouette Method: As a more holistic evaluation, the silhouette coefficient considers both intra-cluster
compactness and inter-cluster separation. We computed the average silhouette score across all data points for
each k value and selected the & that maximizes this score. A higher silhouette coefficient indicates better-defined
clustering with clear boundaries between profiles.

By integrating the insights from both methods, we derive a data-driven yet interpretable basis for determining
the number of user profiles used in subsequent visualization and analysis.

4 Experiment

4.1 Dataset

The empirical analysis in this study is based on the Apartment dataset from the UMass Smart* Dataset — 2017
Release'. This publicly available dataset is widely used in energy systems research and provides real-world
residential electricity consumption records, offering a solid foundation for validating the proposed user load
profiling framework.

To ensure temporal continuity and seasonal representativeness, we selected the period from December 15,
2015 to December 15, 2016 as the core analysis window.

Dataset Overview and Visualization. The selected dataset includes long-term electricity consumption data
from 114 individual apartments.

Temporal Resolution: The raw data spans from 2014 to 2016, with a sampling interval of 15 minutes,
resulting in 96 data points per day.

Data Type: We focus on the aggregated electrical data, which reflects the total electricity consumption of each
apartment. This is particularly aligned with our goal of constructing high-level behavioral profiles of users.

To better understand the dataset’s intrinsic characteristics, we conducted aggregation and visualization
analyses over the selected period.

First, we computed the average daily electricity usage pattern across all users within the analysis window.
As shown in Fig. 2, a clear diurnal pattern emerges, with a distinctive bimodal shape: a morning peak between
7:00-9:00 AM and a more pronounced evening peak between 6:00—10:00 PM. These peaks coincide with typical
household routines such as preparing for the day and returning home. The trough occurs between 2:00—4:00
AM. The shaded area represents the £1 standard deviation confidence interval, illustrating behavioral diversity
across users. Notably, the wider spread during the evening peak indicates higher inter-user variability in evening
activities.

Average Daily Electricity Usage Pattern (with 95% CI) Average Daily Electricity Usage per Apartment
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Fig. 2. Average daily electricity consumption pattern with +1¢ confidence interval across all users

" http://traces.cs.umass.edu/index.php/Smart/Smart
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Second, to uncover seasonal variations in user behavior, we generated a year-long heatmap of daily electricity
usage, shown in Fig. 3. The x-axis represents days in the year, the y-axis represents the 24 hours of a day, and
the color intensity indicates the average load. A strong seasonal pattern is observed: during the summer months
(June—September), there are bright yellow bands in the afternoon and early evening hours, corresponding to
increased load due to air conditioning. In contrast, winter consumption is more stable and less volatile. These
visual patterns confirm the presence of rich temporal, seasonal, and behavioral structures in the dataset, which
are crucial for our unsupervised representation learning framework.
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Fig. 3. Annual electricity usage heatmap across all users (2015/12/15-2016/12/15) (X-axis: day index; Y-axis: hour of day;
color indicates average load.)

Data Preprocessing Pipeline. To transform the raw continuous load time series into a format suitable for deep
learning and ensure consistency and quality, we performed the following preprocessing steps:

(1) Missing Value Imputation: We applied linear interpolation to fill missing values. This method estimates
intermediate values using a linear fit between available points, preserving the local temporal continuity of
the signal.

(2) Time Series Segmentation: To capture the daily behavioral patterns and create sufficient training sam-
ples, we employed a sliding window approach for segmenting each user’s load data.

a) Window Length (L): Set to 96 time steps (15-min intervals x 96 = 24 hours), covering one full day of
user behavior.

b) Stride (S): Set to 12 time steps, introducing a high overlap (84 steps) between consecutive segments.
This strategy increases sample size and enhances the model’s ability to learn subtle local temporal
dynamics.

(3) Per-segment Z-score Normalization: Each segment is individually normalized using Z-score normal-
ization (zero mean, unit variance). This removes absolute magnitude differences across users and empha-
sizes the relative temporal patterns within each segment.

(4) Dataset Assembly: All preprocessed segments are combined into a standard PyTorch Dataloader, pro-
viding high-quality input data for downstream model training.

4.2 Experimental Setup

To ensure the reliability and reproducibility of our study, this section details the hardware/software environment,
model configurations, training hyperparameters, and clustering analysis setup. All computational experiments
were conducted on a server equipped with an NVIDIA RTX 3090 GPU (24GB VRAM). The software
environment was built on Python 3.11, with PyTorch 2.1 serving as the core deep learning framework. Data
manipulation and analysis were primarily performed using pandas (v2.0.3) and numpy (v1.25.2), while clustering
was implemented with scikit-learn (v1.3.0).
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Model Configuration. The study compares multiple time series encoders for their performance in learning
representations of user electricity consumption patterns. All models were configured to map input sequences
of length 96 into 64-dimensional embedding vectors (d,,,., = 64). The core architectures and hyperparameter
configurations are summarized in Table 1.

Table 1. Architectural configuration of time series encoders

Model Core component Key structural parameters
TimeSeriesMLPEmbedder Fully connected layers (nn.Linear) 3 layers; hidden dims: 256 — 128 — 64
TimeSeriesLSTMEmbedder Bidirectional LSTM (Bi-LSTM) #Layers: 2; Hidden size: 32
TimeSeriesTCNEmbedder Temporal Convolutional Block (TCN) #Layers: 4; Kernel size: 3; Dilation: [1, 2, 4, 8]
TimeSeriesTransformerEmbedder ~ Self-Attention Encoder #Layers: 3; #Heads: 4; Feedforward dim: 256
TimeSeriesMambaEmbedder Mamba Block #Mamba layers: 3

MoE-Embedder Mixture of Experts (MoE) #Experts: 5; Top-K routing: 2

Training Procedure. All models were trained using a self-supervised learning objective based on time series
reconstruction. The optimization process employed the Adam optimizer with an initial learning rate of 1 x
107 and f parameters set to (0.9, 0.999). To adaptively adjust the learning rate during training, we used the
cosine annealing scheduler (CosineAnnealingLR). The primary loss function was mean squared error (MSE),
which evaluates the deviation between the reconstructed and original input sequence. For the MoE-Embedder
specifically, we added a load balancing auxiliary loss weighted by a coefficient & = 0.01, encouraging the gating
network to distribute the learning load more evenly across all experts. Each model was trained for 50 epochs with
a batch size of 256. To ensure numerical stability and avoid gradient explosion, gradient clipping was applied
with a maximum norm threshold of 1.0.

Clustering and Profiling Features. After self-supervised training, the encoder was used to extract embeddings
from all daily electricity consumption segments, which were subsequently subjected to clustering and profiling
analysis. We employed the K-Means algorithm from the scikit-learn library, with n_init="auto’ and random
state=42 to ensure stable and reproducible results. To determine the optimal number of clusters &, we applied the
Elbow Method, analyzing the inertia curve over k values in the range of 2 to 64 and selecting the point where the
marginal gain in compactness began to diminish significantly. To provide an interpretable and multidimensional
characterization of each discovered user profile, we further extracted eight descriptive features from each
cluster’s mean 24-hour load curve. These features include: Overall Consumption (total daily energy usage), Peak
Time (hour of peak usage), Night-to-Day Ratio (energy ratio between nighttime and daytime), Morning Ramp-
Up (rate of increase during early morning), Evening Peak Sharpness (intensity of the evening surge), Daytime
Volatility (standard deviation from 9 AM to 5 PM), M-E Dominance (combined dominance of morning and
evening peaks relative to midday), and Off-Peak Proportion (usage proportion during off-peak hours). These
features constitute the axes of our radar chart visualization, serving as behavioral “fingerprints” for user clusters.

Evaluation Metrics. To comprehensively and quantitatively assess the performance of the proposed framework
and baseline models, we define a set of evaluation metrics across three levels: self-supervised representation
quality, unsupervised clustering performance, and internal effectiveness of the MoE model. The definition,
optimization objective, and description of each metric are summarized in Table 2.

Table 2. Summary of evaluation metrics

Evaluation aspect Metric Goal Description
Mean Squared Error | Measures squared error between reconstructed and original sequences

Reconstruction quality

Mean Absolute Error | Measures absolute error between reconstructed and original sequences
Silhouette Coefficient 1 Measures cluster cohesion and separation, ranges from -1 to +1
Clustering performance Calinski—Harabasz Index 1 Ratio of between-cluster to within-cluster variance
Davies—Bouldin Index | Measures average similarity between clusters
MOoE effectiveness Expert Utilization --  Frequency of expert activation during inference

Note: The “Goal” column uses arrows to denote the optimization direction: | means that lower values indicate better performance, while 1
indicates that higher values are preferred. The “Expert Utilization” metric is descriptive and does not have a fixed optimization direction. It is
primarily used to observe the behavior of the MoE gating mechanism and ensure that the model avoids expert underuse or collapse.
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4.3 Experimental Results and Analysis

This section presents and analyzes the experimental results in detail. We begin by showing the training
convergence curves of all models to verify the effectiveness and stability of the training process. Then, we
conduct a quantitative comparison of all models from multiple perspectives, including reconstruction quality,
clustering performance, and model complexity. Finally, we provide an in-depth qualitative interpretation of the
user profiles identified by the best-performing model.

Training Dynamics and Convergence Analysis. To ensure that all baseline and proposed models were
adequately and fairly trained, we recorded and visualized the evolution of both training and validation
losses across epochs for the self-supervised reconstruction task, as shown in Fig. 4. All models demonstrate
a clear downward trend in both training and validation losses, eventually stabilizing as training progresses.
This indicates that our training strategy—which includes learning rate warm-up and cosine annealing—was
effective. Regardless of model complexity, from the simple LSTM to the advanced MoE architecture, all models
successfully learned to extract informative representations and reconstruct high-dimensional time series.

Comparison of Model Training and Validation Loss Curve:

—— LSTM Train Loss —— MoE Train Loss

=== LSTM Validation Loss - == MoE Validation Loss

—— MLP Train Loss TCN Train Loss

—-=—=- MLP Validation Loss TCN Validation Loss

—— Mamba Train Loss —— Transformer Train Loss
-==- Mamba Validation Loss ——- Transformer Validation Loss

MSE Loss (Log Scale)

Fig. 4. Training and validation loss curves of all models on the self-supervised reconstruction task

Several key observations can be made from the convergence behavior:

First, general convergence is evident. All curves flatten out in the later stages of training, and no significant
increase is observed in validation loss, suggesting that none of the models experienced severe overfitting. This
reflects good generalization performance on unseen data.

Second, we observe model-specific convergence patterns. For example, the MLP baseline (green curve) starts
with relatively low initial error and converges rapidly—consistent with its shallow and direct architecture. In
contrast, the Transformer model (brown curve), despite a slower and more unstable start, benefits from warm-up
scheduling and exhibits a steady convergence trajectory.

Third, in terms of final performance, the Mamba-based model achieves the lowest validation error (0.0281),
demonstrating superior sequence reconstruction ability. It is closely followed by the Transformer (0.0297).
Our proposed MoE model also shows competitive performance, achieving a final validation loss of 0.0438,
outperforming LSTM, TCN, and MLP baselines.

In conclusion, this loss curve analysis validates that all models were trained under fair and effective conditions
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and reached adequate convergence. This forms a reliable basis for subsequent quantitative and qualitative
evaluation of the learned representations.

Table 3. Quantitative performance comparison across models

Model Params MSE | MAE | Silhouette 1 C-H Index 1 D-B Index |
MLP 0.08M 0.0540 0.1375 0.0654 2242.1 2.9956
LSTM 0.08M 0.0426 0.1163 0.0740 3486.8 2.8932
TCN 0.28M 0.0855 0.1840 0.0820 2949.8 2.7270
Transformer 0.15M 0.0297 0.1002 0.0186 1059.6 4.3590
Mamba 0.10M 0.0281 0.0914 0.0376 1411.4 3.7821
MoE 0.6OM 0.0438 0.1211 0.0311 1551.3 3.7350

Note: MSE and MAE measure reconstruction error (lower is better). Silhouette coefficient and Calinski-Harabasz index evaluate clustering
quality (higher is better). Davies—Bouldin index assesses cluster separability (lower is better). Best values are highlighted in bold.

Quantitative Comparison of Model Performance. To comprehensively evaluate the embedding quality
produced by different encoder architectures, we conducted a quantitative comparison along three dimensions:
self-supervised reconstruction quality, unsupervised clustering effectiveness, and model parameter complexity.
All results are summarized in Table 3.

(1) Reconstruction Performance: As shown in Table 3, the Mamba and Transformer models achieve
the strongest performance on the self-supervised reconstruction task. Mamba yields the lowest MSE
(0.0281), demonstrating a superior ability to reconstruct fine-grained temporal patterns. The Transformer
follows closely with an MSE of 0.0297. These results highlight the effectiveness of state-space and atten-
tion-based architectures in retaining detailed input information. The proposed EleMoE model performs
robustly (MSE = 0.0438), outperforming traditional encoders such as LSTM and TCN, albeit slightly be-
hind its top-performing experts (Mamba and Transformer), which aligns with its hybrid design.

(2) Clustering Performance: Interestingly, the best reconstruction performance does not translate into the
best clustering capability.

a) Mamba and Transformer—though top performers in MSE/MAE rank lowest in clustering metrics,
with Silhouette scores of 0.0376 and 0.0186, respectively. This suggests that excessive focus on pixel-
level reconstruction may retain irrelevant noise, diminishing the ability of the embeddings to capture
global structural patterns.

b) TCN outperforms all other models in clustering, achieving the best Silhouette coefficient (0.0820)
and Davies—Bouldin index (2.7270). The LSTM model ranks second across all three clustering metrics,
and achieves the best Calinski—Harabasz score (3486.8). This indicates that convolutional (TCN) and
recurrent (LSTM) encoders may be better suited for learning abstract, class-discriminative features that
support unsupervised partitioning, as opposed to detailed sequence-level recovery.

c) MoE model demonstrates clear value in this regard. Although it does not achieve top scores on any
single metric, it significantly outperforms its individual expert components (Transformer, Mamba) on
all clustering metrics. This validates that the MoE framework effectively combines diverse modeling
perspectives to yield embeddings that are more conducive to clustering.

(3) Expert Utilization in MoE: To further interpret the behavior of the MoE model, we analyzed the ex-
pert selection frequency across inference instances. As visualized in Fig. 5, the gating network shows
well-balanced activation across the five experts: Mamba (20.5%), Transformer (19.7%), TCN (20.9%),
LSTM (19.7%), and MLP (19.1%). This confirms that all experts contribute meaningfully to the final em-
bedding, with no evidence of expert collapse or over-reliance. The model successfully leverages ensem-
ble diversity to produce more robust and cluster-friendly representations.

Multi-scale Clustering Analysis. From Macroscopic Segmentation to Micro-level Insights. Building on
the quantitative evaluation, this section presents an in-depth qualitative analysis of the embedding vectors
produced by the MoE model. We emphasize that selecting the number of clusters & is not merely a mathematical
optimization problem, but a crucial decision that directly affects the granularity and practical utility of the
resulting user profiles. To capture the behavioral structure at different levels of abstraction, we examine the
clustering results under three representative scales: low (k= 2), medium (k = 6), and high (k = 45).

To rigorously identify the optimal number of user profiles, we adopted a combination of the Elbow Method
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and Silhouette Coefficient analysis. As shown in Fig. 6, the elbow curve exhibits a relatively smooth trend
without a distinct inflection point, making it difficult to isolate a single optimal k£ based on inertia alone. In
contrast, the silhouette analysis provides a clear and compelling signal: the silhouette coefficient peaks sharply
at k = 2, reaching a value of 0.168—substantially higher than for any other tested k. This strongly suggests that,
within the embedding space learned by the MoE model, the most natural and separable structure comprises two
major user groups. Based on this observation, we selected & = 2, 6, 45 as the default number of user profiles for
the subsequent analysis.

As shown in Fig. 7, we uncover the most fundamental structural split in the dataset, distinguishing two
contrasting behavioral archetypes, when & = 2:

e Profile 0: All-Day Stable, High-Consumption — This profile exhibits abnormally high and flat

electricity usage throughout the day, lacking the typical diurnal rhythm seen in human-driven patterns.
This strongly suggests device-driven behavior, possibly due to central air conditioning, server farms, or
EV charging stations.

e Profile 1: Standard Residential Living — This profile captures typical residential usage patterns,
characterized by low consumption at night and clear peaks during morning and evening, closely aligned
with human activity cycles.

This macro segmentation is highly actionable, as it effectively separates the population by their dominant
drivers—device-driven vs. human-driven usage. For power utilities, this provides a robust foundation for load
forecasting, anomaly detection, and high-level user management strategies. Actionable Typologies at k = 6
(Business-oriented Stratification): While £ = 2 is mathematically optimal in terms of clustering tightness, it lacks
the operational granularity needed for targeted interventions. The broad residential group from & = 2 is now
decomposed into subgroups with distinctive socio-behavioral signatures, such as: Regular-working lifestyle,
Daytime-active residents, Nighttime users, and Energy-conscious households, among others.

MoE Expert Utilization Distribution

Expert 0 (Mamba) Expert 4 {(MLP)

Expert 1 (Transformer) Expert 3 (LSTM)

Expert 2 (TCN)

Fig. 5. Expert utilization frequency in the MoE gating network during inference
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Fig. 8. Differentiated electricity consumption profiles and business-oriented stratification for six user clusters (k=6)

At k = 6, as suggested by the Elbow Method, we observe a more nuanced and business-relevant stratification
of users as shown in Fig. 8.
Although the overall Silhouette score for k = 6 is slightly lower than that of & = 2, this configuration aligns

more closely with real-world user segmentation needs. It transitions clustering from “data-driven differences’

1)

to “business-driven insights,” making the profiles far more actionable. Power companies can leverage this
stratification to design differentiated pricing plans, communication strategies, and energy-saving campaigns
tailored to each user group.

Micro-level Diversity at k£ = 45 (Stress-testing the Embedding Space): Fig. 9 illustrates the radar chart
distribution under k& = 45. Setting k£ = 45 is clearly an over-clustering regime, and the resulting profiles are too
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fragmented for direct business use. However, this experiment serves as a stress test to examine the expressive
richness of the learned embedding space.

We find that these 45 fine-grained profiles are not arbitrary; rather, they can be meaningfully grouped back
into the macro-patterns discovered at k = 6. For example, the broad “nighttime high-consumption” group at k =
6 now decomposes into several subtypes like “2 AM EV charging,” “4 AM charging,” and “multi-device hybrid
usage.”

As shown in Fig. 9, this observation provides strong empirical support for the representational capacity of
the MoE-based embedding model. It demonstrates that the learned vectors capture both coarse behavioral trends
and fine-grained individual variations, enabling hierarchical behavioral interpretation across multiple levels of
granularity.
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Fig. 9. Radar chart comparison of user profiles across three clustering granularities (k= 2, k= 6, k= 45)

5 Conclusion and Future Work

This study proposed and implemented the EleMoE framework, a deep self-supervised learning system based
on a MoE architecture, aimed at automatically extracting user profiles from unlabeled residential electricity
consumption time series data. We innovatively integrated various deep learning models with complementary
characteristics (including MLP, LSTM, TCN, Transformer, and Mamba) as experts into the MoE framework.
These experts were trained through the self-supervised task of time series reconstruction to learn deep
embeddings of electricity consumption patterns.

Experimental results demonstrate that the MoE architecture effectively fuses the time series feature capturing
capabilities of different experts, exhibiting performance on par with or even superior to the best single model
in the electricity consumption segment reconstruction task. More importantly, the embeddings learned by our
framework, when clustered with the K-Means algorithm (with k selected via the Elbow and Silhouette methods),
showed excellent clustering performance, forming clear and highly interpretable user profiles. The visualization
of average consumption curves and radar chart profiles intuitively validated the good separability of different user
profiles in the feature space. Through the analysis of representative electricity consumption curves within each
cluster, we successfully identified and interpreted various typical residential electricity consumption patterns,
such as regular schedule household users, all-day home users, and commercial shop users.

This work provides an efficient, automated, robust, and well-interpretable new paradigm for user behavior
analysis in the power sector. By leveraging precise user profiles, power companies can better understand user
demands, optimize load forecasting, formulate more targeted demand-side management strategies, and offer
personalized energy services, thereby promoting the refined operation and sustainable development of smart
grids.

Although this study has achieved encouraging results, there are still several promising directions for further
exploration:

¢ Multi-Modal Data Fusion: Real-world user profiles may involve multiple data modalities beyond

electricity consumption, such as geographical location, weather, demographic information, and house
structure. Future work can explore fusing these heterogencous data sources into the MoE framework to
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construct more comprehensive and richer user profiles.

Online Learning and Incremental Updates: Residential electricity consumption patterns evolve with
seasons, socio-economic changes, and shifting user habits. The current framework is trained offline.
Future research could investigate how to achieve online learning of the model and incremental updates of
user profiles using continuously incoming new data, in order to maintain the timeliness and accuracy of
the profiles.

Causal Relationship Analysis and Interpretability Enhancement: Although we have provided
preliminary interpretations of the user profiles, the deeper reasons and driving factors behind them still
require further investigation. Future work could combine causal inference methods to explore the causal
relationships between specific electricity consumption behavior patterns and user attributes or external
events, thereby further enhancing the interpretability and application value of the profiles.

Applications in Downstream Tasks: The learned electricity embeddings can be applied to more
specific downstream tasks, such as anomaly electricity consumption detection, load forecasting accuracy
improvement, and personalized energy recommendations. Evaluating the effectiveness of the embeddings
and profiles in these practical applications can further validate the utility and value of this research
method.
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